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Preface

This document provides an introduction to the HarmonIT project and the Open Modelling Interface and Environment, the OpenMI, which it is developing. It is the first in the OpenMI report series which specify the OpenMI interface standard, provide guidelines on its use and describe facilities for migrating, setting up and running linked models. Other titles in the series include:
A. Scope and organisation (this document) 
B. Guidelines

C. Standard specification

D. Backbone documentation

E. Development support documentation

F. Utilities documentation

G. Configuration documentation

H. Tools documentation
This document is a draft and will not be finalised until the completion of the HarmonIT project. It may be distributed by the project partners to interested parties on the condition that they treat the information as confidential and that they agree to provide feedback to the HarmonIT partners. 
Disclaimer
The OpenMI architecture is still under development and it is likely that the current specification will change. Therefore, the HarmonIT partners will not accept any responsibility for anything arising from actions based upon the information in this document.

Further information

Further information on the HarmonIT project can be found on URL http://www.harmonit.org or by contacting Roger Moore (Co-ordinator) or Isabella Tindall (Project Manager) by email at rvm@ceh.ac.uk or cit@ceh.ac.uk .
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1 Introduction
1.1 IT Frameworks, HarmonIT and the OpenMI
IT Frameworks is the European Commission’s name for HarmonIT, a research project supported by the European Commission. HarmonIT is one of a cluster of projects whose collective purpose is to provide the understanding and tools necessary for the implementation of the Water Framework Directive. It is funded through the Fifth Framework Programme and contributes to the Key Action “Sustainable Management and Quality of Water” within the Energy, Environment and Sustainable Development theme
. 
The project’s aim is to develop and implement a European Open Modelling Interface and Environment, the OpenMI, to simplify the linking of environmental models. 
1.2 Background
The trend in Europe is towards integrated catchment management, a philosophy that involves taking a wider view of rivers and their environs, rather than managing each catchment process in isolation. The principle is sound, but the processes involved are complex and managers need to understand all of the possible impacts before pursuing a given policy. Allowing a coastline to undergo managed set-back, for example, might reduce flood defence costs but could have adverse effects on agriculture, employment and habitats. Given this complexity, managers are turning to decision support tools that can help them sift out the most important issues in each area. 
Models can help to predict the likely outcome of following particular policies and can be used to explore best options, but no single model can adequately represent every aspect of the catchment environment. A method is therefore needed to link and unify the models and tools available, in order that the interactions between processes can be understood. HarmonIT aims to provide this ability. The project, which involves water and IT experts from 14 European organizations, is developing an interface that will allow new and existing models to interact with each other, with sources of data such as databases and instruments and tools for the display or analysis of data.
1.3 Objectives
The objective of this project, therefore, is to develop, implement and prove a European Open Modelling Interface and Environment, the OpenMI, that will simplify the linking of models and hence allow water managers to anticipate the likely outcomes of different policies. 
Europe has a huge number of existing models which it is neither feasible nor desirable to rewrite. Therefore, a primary design objective of the OpenMI is that the cost, skill and time required to migrate an existing model to the standard should not be a deterrent to its use.
The ambition of the project is to create a software architecture, which, by its high quality and high support level will become the European standard for linking models from the water domain and, later, any environmental models.
1.4 Benefits

The tangible benefits that the project seeks to deliver are:

· The simplification of the model linking process leading to an improved ability to model process interactions, the ability to use appropriate model combinations and the ability to swap in and out different models of the same process and hence facilitate sensitivity analyses and benchmarking

· The ability to represent feed back loops and process interactions which will key to implementing integrated management and finding of sustainable policies

· An increased choice for model users in that they will be able to ‘mix n’ match’ models from different sources, an increased market for suppliers and increased opportunities for the creation of Small Medium Enterprises (SME)

· A reduction in development time for decision support systems

· A contribution to the implementation and evolution of EU policies

1.5 Activities

To develop the OpenMI, the activities of the project have been organized in nine work packages (WP):

Table 1 Work package overview

	ID
	Name
	Start date
	End date

	1
	A review of current practice
	Jan.2002
	May 2002

	2
	Requirements analysis
	Feb.2002
	Sept. 2002

	3
	Architecture design
	June 2002
	Sept.2003

	4
	Detailed design – framework
	Dec.2002
	Nov.2004

	5
	Detailed design – tools
	Dec.2002
	Nov.2004

	6
	Implementation and migration
	Oct.2003
	March 2005

	7
	Guidelines
	Oct.2003
	Sept.2005

	8
	Proof of concept
	Dec.2004
	Sept.2005

	9
	Dissemination and exploitation
	Jan.2002
	Dec.2005


1.6 Consortium
The participants in the HarmonIT project are:

	The Centre for Ecology and Hydrology

(Project Co-ordinator)
	CEH
	United Kingdom

	The Institute for Inland Water Management and Waste Water Treatment 
	RIZA
	Netherlands

	DHI - Water & Environment
	DHI
	Denmark

	WL | Delft Hydraulics
	WL Delft
	Netherlands

	HR Wallingford Group
	HRW
	United Kingdom

	University of Dortmund
	UniD
	Germany

	The water Research Institute of the Italian National Research Council
	IRSA
	Italy

	The National Technical of University of Athens
	NTUA
	Greece

	The Water Research Centre (WRc plc)
	WRc
	United Kingdom

	DHI Hydroinform a.s.
	DHI HIF
	Czech Republic

	Povodí Labe s.p.
	PL
	Czech Republic

	Hydroprojekt a.s.
	HP
	Czech Republic

	Alterra
	Alterra
	Netherlands

	Cemagref
	Cemagref
	France


2 User requirements for model linking
2.1 Introduction

HarmonIT began with a ‘State of the Art’ review and went on to identify the user community for model linking and its requirements: The results of both studies have been published and are available on the HarmonIT web site at www.HarmonIT.com .
The key requirements that the OpenMI had to meet were that it should: 
1. Link models from different domains (hydraulics, hydrology, ecology, water quality, economics, etc.) and environments (atmospheric, freshwater, marine, terrestrial, urban, rural, etc.)

2. Link models based on different modelling concepts (deterministic, stochastic, etc)

3. Link models of different dimensionality (0, 1, 2, 3-D)

4. Link models working at different scales (e.g. a regional climate model to a catchment runoff model)

5. Link models operating at different temporal and spatial resolutions (e.g. hourly to daily)

6. Link models using different projections, units and categorisations

7. Link models to other data sources (e.g. databases, instruments, etc.)

8. Link new and existing (legacy) models with the minimum of re-engineering and without requiring unreasonably high level IT skills

9. Not impair performance, especially of large models

10. Be based on proven and available technologies and the architecture should be component based and multi-layered
11. Link models running on different platforms (e.g. Windows, Unix and Linux)

12. Be ‘open’, meaning that the interface specification should be placed in the public domain

13. Allow components to be developed using at least the following programming languages: C/C++, C#, Fortran, Delphi/Pascal, Java and Visual Basic.
A more comprehensive list, where the requirements are described in more technical terms and in greater detail, may be found in HarmonIT Document Series – Part C – org.OpenMI.Standard interface specification, which is available on the HarmonIT web site at www.HarmonIT.com .
2.2 Use Cases 

In order to check that the requirements were correctly expressed and to facilitate the development of an architecture for the OpenMI, a range of scenarios or ‘use cases’ were identified. Some examples from the full list of cases are:
1. Connect two 1D hydrodynamic (HD) river models 
2. Connect three 1D HD river and water quality river models for a network involving a confluence

3. Connect 1 1D HD model with 1 water quality (WQ)-transport model

4. Connect 1 1D HD model with 1 ST and 1 WQ-transport model

5. Connect 1 1D river model with a 3D groundwater model
6. Connect a river model to a reservoir model to a river model
7. Connect a 2D-rainfall runoff model to a 1D HD model

8. Connect a 1D HD river model to vegetation and habitat models

9. Connect an unsaturated zone model to a saturated zone model
10. Connect a 3D-coastal model to a 1D-river model

11. Connect a 2D-polygon based root zone model to a 3D-regular grid groundwater model
12. Connect a flood simulation 1D HD river model to a 2D HD river model overlain on a 3D DTM

13. Connect an agricultural water demand model to a water allocation model
14. Connect a sewerage (HD and WQ) model to a waste water treatment plant model to a HD and WQ river model
15. Calibrate a rainfall runoff model linked to a HD sewerage model
16. Model the propagation of uncertainty through a chain of models

17. Connect the models required by the Tisza river project – a combination of sequentially linked models of hydrology and diffuse pollution and dynamically linked models of stream flow, water quality, groundwater and ecology optimized by a genetic algorithm

18. Connect a flood forecasting system to information obtained from weather services and monitoring networks

19. Connect a flood model to an economic model

20. Use different units of measurement for the data to be exchanged between models
21. Connect to a neural network based model

22. Connect to an agent based model
3 Overview of the OpenMI

3.1 Applications, models, engines and components
Before describing the OpenMI, it is useful to define some of the terms used in the project, in particular, the terms application, model, engine and component.
As shown in Figure 1, a model application is the entire modelling software system that you install on your computer such as Mike11, PHABSIM or ISIS. A simple model application consists of a user interface and an engine. Usually, an engine is a generic representation of a process and is where the calculations involved in simulating or modelling that process take place. The user supplies information through the user interface, enabling the user interface to find or generate input data for the engine. These data will describe a specific scenario in which the process is to be simulated. An example scenario might be the Rhine during a time of extreme rainfall. The user can run the engine by, for example, pressing a button in the user interface. This starts the engine which reads the input, performs calculations and finally outputs the results to files or displays. When an engine has read its input it becomes a model. Hence, an engine representing the generic process of water flowing in an open channel becomes a model of the Rhine or Thames, once it has read in the data describing the channel network and the other boundary conditions defining the scenario to be simulated. In other words, a model is an engine populated with data. If the code of an engine can be instantiated separately and has a well-defined interface, it becomes an engine component. An engine component populated with data is a model component. There are many variations of the model application pattern described above, but most important from the OpenMI perspective is the distinction between model application, engine, model, engine component, and model component.
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Figure 1 The general structure of a model application
A model can therefore be regarded as an entity that can either accept and/or provide data. Most models receive data by reading input files and provide data by writing output files. An important objective of the OpenMI is that models should be able to exchange data at run time and hence achieve a much better representation of process interactions than is possible by providing the output file of one process simulation as the input file of another. To make this possible, the engine needs to be turned into an engine component and the engine component needs to provide an interface through which the results calculated by the component can be accessed by other engine components. The OpenMI defines a standard interface for engine components that OpenMI compliant engine components must implement. When an engine component implements this interface it becomes a linkable component.
3.2 The OpenMI
When the project was first conceived, as its official name ‘IT Frameworks’ suggests, it was believed that the solution would be to provide a framework on which models would be mounted. The need to leave the developer as free as possible, to minimize the re-engineering and to take advantage of current technologies has led to a different approach. Data exchange is the core issue and the problem is how to provide a standard, generic interface that allows models to request, receive and provide data. In IT terms, the solution has been to dispense with the framework and make each model an object or component. For existing models, this is achieved by embedding the model code within a standard wrapper – see Figure 2. New models only have to conform to the interface standard and do not have use a wrapper. All models then have the same minimum set of properties, methods and events and appear as instances of the ‘linkable component’ class. The key to data exchange is the ‘GetValues’ method. When one model requires data from another model, the first calls the GetValues method of the second. 
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Figure 2 Facilities for wrapping, linking and running models
Figure 3 illustrates the working of the GetValues method in a variety of typical modelling situations. The examples show how models can be chained and feed back loops accommodated. In a linked model run, one model will be nominated to act as the trigger that starts the run. When the calculation reaches a point where data are required from another model, the GetValues method of that model is used to request the required data. Several situations can now arise. If the model has already computed the requested data, it will retrieve them from its buffer and return them to the requesting model. If it has not computed them, then the model will run until it can return them, obtaining data from other models in the process as necessary. However, it may be that the model cannot run because it is waiting for data, for example, from an instrument in the field. In this case, the model will extrapolate in order to return a value. The same situation arises when a model answering a request needs data from the requesting model. This can occur, for example, in backwater calculations where, in order to compute the flow out of a river reach, it is necessary to know the level in the downstream reach. However, the level in the downstream reach is dependent on the flow from the upstream reach. The last important situation that might arise is that the requesting model asks for data at a point in space and time that does not match the calculation steps of the requested model. In this case, the model must interpolate and return the required values. In all cases, the returned values will be qualified, so that the requesting model can assess their reliability. Figure 4 shows a schematic representation of the processes that take place within a wrapper.
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Figure 3 Data exchange between models
Models usually generate data at many points in space and time. The arguments of the GetValues method specify the particular point for which data are being requested. To make the process computationally efficient, a single GetValues call can request data for many points in space and time. Intuitively, the process appears likely to seriously degrade performance. However, in practice, so far, it has had very little effect on performance because the time spent in data exchange is small compared to the time spent in computation.

An important design feature is that the GetValues method always deals with requests in order of receipt. The possibility of the calculation sequence becoming confused therefore does not arise. The approach has many strengths but in particular it is simple and gives freedom to the developer both at the domain and at the IT levels. These strengths are discussed further in the working papers of the project. One important benefit of the approach is that any data provider can be represented as an OpenMI component, not just models. Thus instruments and databases can also be wrapped to provide a single common interface to all data.

The objective of the design is to remove the need for external software to control the linked models and to give the model developer the maximum freedom over the decisions concerning the working of his or her model. Having freedom also implies accepting responsibility. The developer will be responsible for deciding how situations are handled where the requested data are either not available or not available at the requested time, location or in the requested unit of measurement. It is considered that the data supplier will, in general, know best how the available data should be processed to deliver a value for the requested time and place. These decisions are therefore left with him or her.

The OpenMI enables model engines to compute and exchange data at their own heartbeat, without any external control mechanism. Deadlocks are prevented by the obligation of a component always to return a value whatever the situation. Thus, a returned value can be the actual value (i.e. a modelled value or a value retrieved from a database), an interpolated value or an extrapolated value. This mechanism puts the following requirements on a delivering model component:

The delivering component must know what time step it has reached and therefore whether it has not yet reached the requested time step, is at the requested time step or has passed it. Depending on the model and the context, the model will thus know either to extrapolate, to compute up to the requested time or to search its buffer.

Components must be able to interpolate if the requested time step is not in its own time or space frame. Components must know when they are waiting for data, in which case they will return an extrapolated value. The code developer decides the level of sophistication that is appropriate when interpolating or extrapolating to obtain the required value.

The last major feature of an OpenMI compliant model is its ability to hold its own status. The OpenMI provides methods by which models can be requested to save their current state and revert to a previously saved state. This is the feature that creates opportunities for iteration and optimisation.

4 Project deliverables
The deliverables of HarmonIT can be grouped under three headings:

· The OpenMI standard 

· The OpenMI environment

· The OpenMI documentation

The OpenMI standard is the main deliverable. It defines the interface that an engine component must provide for it to be OpenMI compliant. This will be placed in the public domain.
To test the OpenMI, HarmonIT is migrating a variety of models to the OpenMI standard and then linking appropriate combinations together. To aid this work, an OpenMI environment is being developed comprising a variety of tools and utilities to simplify the migration process and to facilitate the linking and running of the models. The relationship between the standard and the environment is shown in Figure 5. 
Implementation of the packages is being undertaken in the .NET framework using C#. Some major packages will also be implemented in Java. Cross-network communication uses SOAP/WebServices. Implementation issues are addressed in the documentation reports for the various namespaces. 
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Figure 5 OpenMI architecture namespaces

The OpenMI environment software being developed for HarmonIT is viewed very much as prototype code. At the discretion of the partners and subject to resources being available, this code may be made available to third parties who would like to take part in testing or evaluating the OpenMI. However, if the OpenMI is successful, then it is anticipated that vendors and others will develop their own versions of the environment, which they will be free to sell or otherwise make available. 
All aspects of the project are being documented in the OpenMI report series. It comprises the following titles:
A. Scope and Organisation
Describes the scope and organization of the project and the scope and requirements of the architecture.

B. The Guidelines
A guidance document describing how to migrate, link and run OpenMI compliant models. It includes sample codes and tutorial examples.

C. Standard Specification
Describes the org.OpenMI.Standard namespace, i.e. the standardized interface specification of the OpenMI architecture. It is expressed in UML and in C# code. This specification has to be adopted to become OpenMI-compliant. 

D. Backbone documentation
Describes the default implementation, i.e. the classes and internal behaviour of the org.OpenMI.Standard specification. This implementation is the basis of the OpenMI environment as delivered by the HarmonIT project.
E. Development Support documentation
Describes a generic set of low-level classes that can be used in the development of an OpenMI environment.
F. Utilities documentation
Describes the org.OpenMI.Utilities namespace, which contains useful low-level classes and packages that have been tailored to facilitate the development OpenMI compliant systems but whose use is entirely optional and is not a requirement of compliance. Typically, the classes within this namespace are developed to reduce the amount of re-engineering needed when migrating existing model engines and software systems to become OpenMI compliant. In particular, it provides facilities to support the wrapping of legacy code.
G. Configuration documentation
Describes the org.OpenMI.Configuration namespace, which contains classes and packages, tailored to help developers administer, configure and deploy coupled OpenMI systems.
H. Tools documenation
Describes the org.OpenMI.Tools namespace which contains user interface components and other classes that can interact  with the OpenMI software packages at various levels.
5 Project management and development approaches
5.1 Project management

The task of developing the OpenMI has been split into a number of work packages. The work package leaders form the Steering Committee under the Chairmanship of the Co-ordinator. To ensure that the work meets the standards required by the Commission and the scientific and user communities, a panel of experts comprising leading scientists from around the world reviews all key documents and advises the Steering Committee.  As a further measure of project control, senior members of the participating organisations not directly involved in the project are also invited to attend meetings.  
5.2 Development

The overall development plan is based on the waterfall model for software development - requirements, architecture, detailed design, implementation and testing. However, in practice, an iterative approach has been followed, as much is being learned about the requirements of users and the process of model linking as the solution is developed. Maintaining project control is much harder with the iterative approach. Therefore, great importance is attached to producing the key design documents and, at appropriate points, freezing them, so that the project can move on and ultimately deliver a solution. The Steering Committee believes that it is more important for HarmonIT to deliver a complete, albeit imperfect, solution, than to fail to deliver the ultimate solution.
5.3 Quality assurance and quality control
The Steering Committee has appointed a Quality Assurance Manager who has prepared a quality assurance plan for the project to which the project’s management team are committed. The plan establishes procedures for the critical areas of work and covers document and code version control. It requires each work package to appoint a quality manager who is responsible for ensuring the procedures are implemented.
Quality control is effected in three ways. All key documents are reviewed by an external panel of experts of international standing. Their comments have to be replied to in writing and be accompanied by a statement of the action being taken. All the proposals will be implemented in code and will be tested in two phases, first by the design team and then by a second team, none of whom will have been involved in the design or initial testing. The testing will take the form of migrating and linking a wide range of models from different domains and based on different concepts. During development and testing, code is checked by ‘walk throughs’.
5.4 Programme of work
Table 3 Work package overview

	ID
	Name
	Start date
	End date
	Status

	1
	A review of current practice
	Jan.2002
	May 2002
	Completed

	2
	Requirements analysis
	Feb.2002
	Sept. 2002
	Completed

	3
	Architecture design
	June 2002
	Sept.2003
	Out for review

	4
	Detailed design – framework
	Dec.2002
	Nov.2004
	In hand

	5
	Detailed design – tools
	Dec.2002
	Nov.2004
	In hand

	6
	Implementation and migration
	Oct.2003
	March 2005
	In hand

	7
	Guidelines
	Oct.2003
	Sept.2005
	In hand

	8
	Proof of concept
	Dec.2004
	Sept.2005
	Not started

	9
	Dissemination and exploitation
	Jan.2002
	Dec.2005
	In hand

	0
	Co-ordination
	Jan.2002
	Dec.2005
	In hand


5.5 Transforming the OpenMI into a European standard
A team is analysing the options for transforming the OpenMI into a European standard after the HarmonIT project is completed. Issues being considered are:
· What are the services and products that users of the OpenMI will require (maintenance and development of the standard, guidance documents, supporting software, consultancy, training, etc.)?
· Is it necessary to have the standard adopted by a standards organisation?

· How will users express their requirements (e.g. user group)?
· What type of organization is needed to sustain the OpenMI?
· Who should participate in such an organization?
· How will the organisation be funded?
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